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Abstract—A common problem in the pharmaceutical industry
is tracking drug usage in the post approval phase. This paper
proposes a solution to analyzing the efficacy of “off label” anti-
retroviral therapies (ART) using observational data. A drug
which been approved by FDA for men, is prescribed to women
to evaluate its efficacy although women were not included in the
initial clinical trials. The drug prescribed to women off label is
compared to an antecedent drug for efficacy. The study gives rise
to challenges with RWD comprising both arms subject to lack
of randomization. The principal issue is that the groups may not
be comparable due to the inherent nature of observational data.
This is a significant departure from randomized controlled trials
(RCT) which are a time tested gold standard. In this setting,
we propose approaches that use patient-level pre-treatment
covariates to adjust for lack of randomization and facilitate a
viable comparison of treatment outcomes.

Index Terms—Real World Data, Causal Inference, Propensity
Score Matching, Dimensionality reduction, Machine Learning

I. INTRODUCTION

The digitization of medical records has transformed the
healthcare industry paving the way for the use of real world
data (RWD) for monitoring and evaluating efficacy of FDA
approved drugs. However, using observational data to compare
patient cohorts on different treatment regimens (drugs) is
beset by lack of randomization. RWD based non-randomized
cohorts do not permit an apples to apples comparison of
treatment outcomes unlike in randomized controlled trials. So,
prior to a viable comparison of cohorts, equivalency in the
patient-level covariate distributions is a prerequisite. In the
presence of lack of randomization, equivalence is achieved
by Causal Inference (CI) techniques [1]. More particularly,
propensity score matching (PSM). Under the assumption that
treatment assignment is independent of potential outcomes
given the covariates (T ⊥ Y |X) (see section II for terms
in parentheses) and absence of unmeasured confounders, CI
shows that the average causal effect can be consistently esti-
mated. However, there have been perennial arguments against
propensity scoring and further matching by propensity scores
most notably; as the dimensionality of the covariates increases
(higher order and interaction terms), it will be harder to match
patients (curse of dimensionality). Furthermore, covariates in
the RWD realm are of a mixed type (real, categorical, ordinal)
and missing data is anathema. A solution that addresses and
overcomes the deficiency in existing methods is desirable. Our

proposal extends methods based on causal inference (CI) and
furthermore builds a comprehensive end-to-end pipeline from
data collection (RWD) to real world evidence (RWE) see the
schematic in Fig. 1.

II. STATE OF THE ART

The technique de jure for cohort equivalency in non-
randomized observational data is propensity scoring (PS)
followed by propensity score matching (PSM). A causal model
is a triplet {Y, T,X} where Y ∈ {0, 1} represents a binary
output, a binary exposure T ∈ {0, 1} and a p-dimensional set
of covariates X . Propensity score is merely the conditional
probability of the treatment assignment P (T = 1|X). It
is usually estimated using logistic regression. Due to high
dimensionality and potential collinear covariates, logistic re-
gression is inadequate. Therefore, any CI approach requires
appropriate adjustments to model high-dimensional data to
ensure obtaining consistent or even unbiased estimates of the
average treatment effect (ATE).

III. TECHNICAL CHALLENGES

RWD consists of clinical data such as medications (Rx),
diagnostics: {Labs, CT Scans, MRI scans} ∈ Dx, vitals,
patient demographics (Px) and relevant other attributes. These
can range up to ∼ 7, 000 covariates (p). As we can see,
the covariates are a combination of numeric, categorical,
and ordinal data types. The mixed data types forces us to
encode the covariates via one-hot encodings. The one-hot
dummy variable transformations result in high dimensionality.
However, the number n of suitable patients based on criteria
related to similarity and homogeneity may be substantially
fewer. In other words, n � p, i.e., the number of rows
(n) is much less than the number of columns (p) leading
to indeterminate solutions. Furthermore, heterogeneity due to
race and genetics, collinearity among covariates, large number
of categories within categorical variables, missing values, and
spurious data further exacerbate RWD based analytics. The
constellation of issues requires an unified framework from data
collection to modeling and monitoring.

IV. OUR SOLUTION

We propose a methodological framework involving data
collection, data cleansing, data transformations and pre-
processing, data warehousing, modeling, monitoring, and



Fig. 1. Schematic of the pipeline of operations for determining equivalency
of cohorts and drug efficacy in non-randomized data settings

maintaining a repository of algorithms customized for types
of use cases is illustrated in Fig. 1. We outline the solution in
subsections as follows:

A. Data

Data for a comparative study for the evaluation of two forms
of FDA approved prophylaxis therapies: The data is sourced
from the Women’s Interagency HIV study (WIHS) reposito-
ries. WIHS is a NIH commissioned multi-center longitudinal
study to track the health of women at a high risk for the human
immuno deficiency virus (HIV). The data is extracted from
self reported questionnaires from patients who visit a clinic
periodically (six months). The data is one single (RWD) data
set populated with patients under both treatments regimens.
Data related to patient behavior, healthcare assessments during
visits to a clinic, socio-demographic attributes, medical and
family history is maintained and augmented continuously. It
is the most comprehensive data repository related to HIV and
Womens’ health.

B. Data Preparation and Experimental Design

At the outset, two datasets each with patients on the two
competing drug regimes (drug A and drug B) were created.
The objective of the study was to show that the covariate
distributions of the two patient populations are equivalent
and thence demonstrate that the more recent drug (drug B)
is superior relative to efficacy (improved health outcomes).
The sample sizes n1, n2 (number of patients) in the two
drug groups A and B are ∼ 232 and 953 respectively with
number of covariates p equal to 47 after one-hot encoding.
The WIHS data repository has in excess of 10, 000 covariates.
It was whittled down to a smaller subset upon input from
epidemiologists, medical doctors and statistical dimensionality
reduction. Covariates with more than 30% were removed.
Remaining missing values were imputed by K-NN imputation.
The clinical end point (response variable) is the ratio Y = cd4

cd8 .
The HIV viral load diminishes the CD4 T cell count which
is an indicator of infection. The CD8 T-cell count fights the
infection. Thus lower ratio is an indication of viral infection
and Y > 1 is indicative of HIV in check.

Fig. 2. Receiver Operating Curve for logistic regression with and without
lasso regularization

V. DATA ANALYSIS

At the outset, we firmly established that the incoming
cohorts (drugs A and B) were statistically significantly dif-
ferent in the distributions of the p-dimensional covariates.
Operationally, differences in the two cohorts is measured using
standard off the shelf machine learning (ML) algorithms such
as Decision Trees (DT) , Random Forests (RF), Support Vector
Machines (SVM) . . . . The average area under the curve (AUC)
was 0.7 and the average F-Measure was 0.85 (F-Measure is
the harmonic mean of recall and precision). These measures
clearly indicated a significant difference in the distributions of
the covariates in the two cohorts. In the next step, we invoked
propensity scoring to obtain equivalence between the two
cohorts. To achieve equivalence, we implemented two versions
of PS: 1. the standard PS by logistic regression and 2. modified
PS with least absolute shrinkage selection operator (LASSO).
LASSO is a shrinkage selection method that drives a subset
of covariates to zero thus obtaining dimensionality reduction.
Technically, shrinkage operators involve adding a penalty term
to the loss function (logistic likehood). The addition of a
penalty term prevents inclusion of non value added covariates
and overfitting [2].

A. Propensity Scores and Matching

In experiment 1, see Table 1 in Fig. 3, propensity score
algorithm was implemented. [3], [4] The output of PS is
a list propensity scores (recall that PS is the conditional
probability of treatment assignment given the covariates X).
Upon calculating the propensity scores, the caliper method
for matching patients in the two groups is used. In the caliper
method, a threshold of say T = 0.10 is chosen. The threshold
T value is used to match patients. For any given two patients
i and j, if the difference ∆ = |pri − prj | ≤ T , the two
patients are deemed to be matched (the threshold parameter
T is a configurable parameter and we chose 0.1 based on
conventional practice). The matching procedure is applied to
all pairs of patients in the two cohorts to create lists of
matched patients. The matched patients are then split into two
cohorts by their original drug group id to generate statistically
equivalent cohorts.



Fig. 3. Summary of results before and after propensity scoring and propensity
scoring and shrinkage

B. Shrinkage Based Propensity Scoring

In this approach, PS by logistic regression is performed
where we add the l1 regularized penalty term to the log-
likelihood function of the logistic model. Regularized opti-
mization of statistical models [2] achieve multiple ends. For
example, l1 regularization shrinks logistic regression coef-
ficients to zero, while the l2 regularized regression models
diminishes the effect of covariates that are correlated (severe
correlations among subsets of covariates can result in spuri-
ous results). Mathematically, we optimize the loss function,
ψ(β, xi, yi) = log(L) + λ

∑p
j=1 |βj |, i = 1, 2, . . . , n, j =

1, 2, . . . p. The vector β = (β1, β2, . . . , βp) are the logistic
regression coefficients. The function ψ(β, xi, yi) w.r.t. the
coefficient vector β is optimized using the coordinate-wise
descent numerical procedure. Upon estimating the coefficients,
the propensity scores are estimated (as in standard PS )
and propensity score matching to achieve equivalency of the
cohorts. The results from the two analyses is shown in Table
1 and Table 2 in Fig. 3.

We apply standard ML algorithms to detect differences
in the matched cohorts. [3], [4] Failure by the algorithm is
evidence that the two groups are statistically equivalent. Note
that in this step, the output variable is the group id (drug
or drug B). Based on the covariates from the two cohorts, if
the algorithm is unable to detect differences, it is evidence
that the cohorts are equivalent! Table 1 summarizes results
due to standard propensity scoring, while Table 2 summarizes
the results due to shrinkage based propensity score matching.
We report the quality metrics: F-Measure, Accuracy, Precision,
Recall, and the Operating Characteristic value (oc). The rows
corresponding to before and after are detection capability of
ML before PSM and after PSM. The operating characteristic
curve in Fig. 2 follows an approximately 45◦ straight line
showing the failure of logistic regression to detect the two
classes. Demonstrably, the results in the aftermath PSM show
that the cohorts are equivalent. To further confirm that the two
cohorts are equivalent, we boosted the classifier used to detect
differences using ADABOOST.M1. [3], [4] Boosting had no
effect at all in the capacity of the classifier to elicit differences

in the two drug groups, doubly confirming cohort equivalence!
Our proposed methods emulate PS and encourages us to pur-
sue modified PS methods in the causal inference framework.
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